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NIST Releases Draft Artificial Intelligence Risk 
Management Framework; Seeks Public 
Comments 

On March 17, 2022, the National Institute of Standards and Technology (“NIST”)1 released an initial draft 

of its Artificial Intelligence2 Risk Management Framework (“AI RMF”) for addressing risks in the design, 

development, use and evaluation of AI products, services and systems. The framework was designed 

with two primary goals: (i) to catalyze consumer adoption through increasing trustworthiness of AI and (ii) 

to better manage risks associated with the use of AI. NIST intends the AI RMF for voluntary use, and 

aims to build upon and support existing AI risk management efforts, including standards issued by the 

IEEE and ISO/IEC SC42. NIST has requested feedback on the initial draft by April 29, 2022. NIST plans 

to publish a second version of the draft by the end of the July, and release version 1.0 of the AI RMF by 

January 2023. As part of collecting stakeholder feedback, NIST held an interactive workshop from March 

29–31, attended by nearly 2,000 participants across various sectors and industries. In this memorandum, 

we will summarize the AI RMF and various suggestions for implementing the AI RMF discussed at the 

workshop.  

I. AI Risk and Trustworthiness 

The AI RMF incorporates three broad risk mitigation characteristics: (1) technical; (2) socio-technical; and 

(3) guiding principles, each described in further detail below. 

(a) Technical Characteristics: These characteristics are comprised of factors under the control of AI 

system developers. These factors are measured using standard evaluation criteria, and the validity of AI 

systems (such as machine learning (“ML”) models) can be assessed using these technical characteristics. 

NIST further defines technical characteristics as “the tradeoff between convergent-discriminant validity 

(i.e., whether the data reflects what the user intends to measure and not other things) and statistical 

reliability (i.e., whether the data may be subject to high levels of statistical noise and measurement bias).” 

Data generated for evaluating system performance is part of this category. The technical characteristics 

of the AI RMF include: (1) accuracy; (2) reliability; (3) robustness; and (4) resilience. 

                                                      

1  NIST, a part of the Department of Commerce, promotes U.S. innovation and industrial competitiveness by 

advancing measurement science, standards, and technology in ways that enhance economic security and 

improve quality of life. 

2  The AI RMF defines the term “Artificial Intelligence” as the algorithmic processes that learn from data in an 

automated or semi-automated manner.  
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 Accuracy: Accuracy measures the degree to which the AI model correctly captures the 

relationships within the training data. Accuracy is measured by using standard ML metrics such 

as false positive and false negative rates, as well as model “underfit” and “overfit.”3  Existing ML 

methods do not guarantee that underlying models are able to capture a causal relationship, and 

we note that establishing an internal validity in ML models is an ongoing area of research. An AI 

risk management process should take into account the possible risks and harms from inaccurate 

results, and determine a threshold for accuracy that corresponds with an acceptable level of risk. 

 Reliability: Reliability measures whether a model consistently generates the same results within 

the bounds of acceptable error rates. Incorporating techniques designed to mitigate overfitting 

and to adequately conduct model selection in the face of bias or variance tradeoffs can increase 

the reliability of AI models. Reliability provides an evaluation of the validity of models, and can be 

a factor in determining thresholds for acceptable risk. 

 Robustness: Robustness measures whether the model has sensitivity to variations in 

uncontrollable factors. Measures of robustness include sensitivity of a model’s outputs, changes 

in inputs, and error measurements on datasets. 

 Resilience: Resilience measures how a model handles unexpected changes in its environment or 

an adversarial attack. It also seeks to measure how secure a model is. Common ML security 

concerns relate to the exfiltration of models or training data through AI system endpoints. 

The technical characteristics in the AI RMF are more robust than other existing AI frameworks. For 

example, the Organization for Economic Co-Operation and Development (“OECD”) Recommendations on 

AI includes: (i) robustness and (ii) security, while the European Union (“EU”) Artificial Intelligence Act only 

includes technical robustness. The United States Executive Order 13960 (Promoting the Use of 

Trustworthy Artificial Intelligence in the Federal Government) is aligned with the proposed AI RMF, as the 

technical characteristics of EO 13960 are: (i) purposeful and performance driven; (ii) accurate, reliable, 

and effective; and (iii) secure and resilient. 

(b) Socio-Technical Characteristics: The second characteristic of the AI RMF taxonomy, socio-technical, 

is based upon how AI systems are used and perceived within individual and societal contexts. These 

factors link human and organizational behaviors, require significant human input, and make up the 

datasets that are used by ML systems. Without human input, these factors cannot be effectively 

evaluated, as human perception, societal values, and enterprise risk are key components to identifying 

cultural and organizational factors necessary to adequately manage AI risk. Therefore, a diverse set of 

stakeholders should be engaged throughout the AI lifecycle to ensure that risks arising in social contexts 

are managed appropriately. The AI RMF socio-technical factors include: (i) explainability; 

(ii)interpretability; (iii) privacy; (iv) safety; and (v) managing bias. 

 Explainability: Explainability refers to user perception of how an AI model works, including what 

output is expected for a given input. Explanations can be useful in promoting human learning 

from machine learning, for addressing transparency requirements, or for debugging issues with AI 

systems and training data. Risks due to explainability may include inconsistency of explanation 

methodologies or incorrectly inferring a model’s operation. Risk from lack of explainability can be 

                                                      

3  “Underfit” of a ML model occurs when the model is not sufficiently complex to capture the predictive power of the 

data on which it is trained. “Overfit” of a ML model occurs when the model is too specific to the original data that 

it cannot be applied to other data sets. 
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managed by preparing and publishing understandable descriptions of how models work that are 

aligned with a user’s skill and understanding of AI systems. 

 Interpretability: Interpretability refers to the meaning of an AI system’s output in the context of its 

designed functional purpose, and includes the extent to which a user can determine adherence to 

this function and the consequent implications of this output upon other consequential decisions 

for that user. Interpretations are typically contextualized in terms of values, and reflect simple 

distinctions. Risks to interpretability can be addressed by communicating the interpretation 

intended by model designers, although we note that this is an ongoing area of research. 

 Privacy: Privacy includes the norms and practices that safeguard values such as autonomy and 

dignity. Similar to safety and security, specific technical features of an AI system may promote 

privacy, while assessors and evaluators can identify how the processing of data could lead to 

privacy-related problems. 

 Safety: As AI systems continue to interact with humans more directly (e.g. autonomous vehicles), 

the safety of AI systems becomes more of a crucial consideration for AI risk management. 

Practical approaches for AI safety often relate to rigorous simulation and testing, real-time 

monitoring, and the ability to quickly shut down or modify misbehaving systems. 

 Managing Bias: NIST has identified three categories of AI bias: (i) systemic; (ii) computational; 

and (iii) human. Any approach to manage AI bias should consider all three categories. Certain 

biases that exist within AI models can perpetuate negative impacts on individuals and 

organizations at a rate far greater than existing human or systemic bias. 

The social-technical characteristics in the AI RMF are more expansive than in other existing AI 

frameworks. For example, the OECD AI Recommendations include (i) safety and (ii) explainability. The 

EU AI Act includes (i) safety; (ii) privacy; and (iii) non-discrimination. Executive Order 13960 includes (i) 

safety and (ii) understandability by subject matter experts, users, and others. 

(c) Guiding Principles: The guiding principles risk mitigation characteristic refers to the social norms and 

values that establish societal priorities—in other words, our social mores. Although there is no objective 

standard for ethical values, particularly across different societies, it is widely accepted that any AI system 

should be developed and deployed to meet relevant contextual norms and ethical values; that is, there is 

a certain cultural relativism for AI governance frameworks. These guiding principles—which may be found 

in law or policy—can enable AI stakeholders to form actionable requirements around the principles. The 

guiding principles of the AI RMF include: (i) fairness; (ii) accountability; and (iii) transparency. 

 Fairness: Fairness standards are often difficult to define, as perceptions of fairness differ among 

individuals, organizations, and cultures. Perceptions of fairness, particularly in process fairness, 

have faded recently, as awareness of biased algorithms and biased datasets have increased. 

Although there are many technical definitions for fairness, determinations of fairness are not 

generally just a technical exercise. The absence of harmful bias in data sets and in algorithms are 

necessary for fairness. 

 Accountability: Accountability is related to expectations for the responsible party in the event that 

an AI system produces a risk-attendant outcome. Individual operators and organizations should 

be held accountable for the outcomes of their AI systems and the adverse impacts stemming 

from their operators. Incorporating organizational practices and governing structures for harm 

reduction, such as risk management, can help create more accountable AI systems.   
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 Transparency: Transparency aims to cure an imbalance between AI system operators and AI 

system users. Transparency refers to the extent to which information is available to a user when 

interacting with an AI system. It can include information such as design decisions, training data, 

and intended use case. Although a transparent system is not necessarily a fair, privacy-

protective, or robust system, transparency is necessary to respond to incorrect and adverse AI 

system outputs. 

The guiding principles in the AI RMF are less expansive than those included in existing AI frameworks. 

The OECD AI Recommendation includes: (i) traceability to human values; (ii) transparency and 

responsible disclosure; and (iii) accountability. The EU AI Act includes even more guiding principles, such 

as: (i) human agency and oversight; (ii) data governance; (iii) transparency; (iv) diversity and fairness; (v) 

environmental and societal well-being; and (vi) accountability. Executive Order 13960 includes (i) lawful 

and respectful adherence to United States’ values; (ii) responsible and traceable; (iii) regularly monitored; 

(iv) transparent; and (v) accountable.  

II. Core and Profiles4 

AI RMF Core 

The AI RMF Core provides the outcomes and actions that enable dialogue, understanding, and activities 

necessary to manage AI risks. The Core is comprised of three elements: (i) functions; (ii) categories; and 

(iii) subcategories. The functions organize AI risk management activities at their highest level to map, 

measure, manage, and govern AI risks, and embedded within each function, categories and 

subcategories subdivide the function into specific outcomes and actions. The taxonomy identified above, 

including the technical, socio-technical, and guiding principles of AI trustworthiness, are essential for each 

function. The AI RMF Core functions should be implemented to reflect diverse and multidisciplinary 

perspectives. We note that while NIST advocates that the AI RMF Core should include views from outside 

of the organization, this may be impractical for organizations trying to maintain trade secrets or the 

confidentiality of their products and services. 

 

Source: NIST, AI Risk Management Framework: Initial Draft 

                                                      

4
 Note: The AI RMF Profiles, which are representations of the AI RMF Core and the Effectiveness of the AI RMF, have been 

deferred until later drafts of the AI RMF are developed. NIST is currently developing the Practice Guide, a companion guide 

that will be used to assist in the implementation of the AI RMF. The Practice Guide will be online only, and updated regularly 

with input and feedback from stakeholders. 
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Map: The map function establishes context, and applies the attributes of the AI RMF taxonomy to frame 

the risks related to an AI system. The information gathered while carrying out this function informs 

decisions about model management, including an initial decision about whether an AI solution is 

necessary. One may recall the famous aphorism known as Maslow’s Hammer: If the only tool you have is 

a hammer, you tend to see every problem as a nail. Even though AI is a “hot” and emerging technology, 

its application may not always be appropriate. 

During the workshop, representatives from NIST explained how the map function is intended to highlight 

actions, and to map (i) outcomes created by the context of an AI system’s use and (ii) any potential risks 

associated with such use. This function should result in the identification of potential risks and harms that 

the AI system may pose to individuals, organizations, and society. 

Considering that the map function requires organizations to gather myriad information, such as the 

intended purpose of the use case, deployment, goals, and costs associated with the type of use case, the 

workshop discussed best practices for an organization when using the mapping function. One view is that 

the mapping function is a “continuously evolving conversation” that should be mentioned throughout the 

organization and throughout the lifecycle of the AI system. Additionally, workshop panelists explained that 

organizations should engage different internal stakeholders for the mapping function in order to facilitate 

dialogue between subject matter experts within the organization. With respect to identifying, 

contextualizing, and measuring potential risk, mapping may be best suited for subject matter experts 

within the organization, such as chief technology officers, general counsel, human resource specialists, 

and scientists. Once the respective subject matter experts have identified the risk, the AI RMF taxonomy 

should be applied to develop principles to mitigate risks across the organization, as the team building the 

AI system may not have insight as to the context and use case for which the system is being built. 

The discussion also covered the second aspect of the function, which is the classification of the AI 

systems related to data collection, and how they can be effectively implemented. Suggestions included 

expanding data selection and collection components to specifically include data risk mitigation strategies, 

given that data assurance is critical to every AI system. 

NIST provided examples of the categories and the subcategories for mapping context: 

Category Subcategory 

Context is established and understood.  Intended purpose, setting in which the AI 

system will be deployed, the specific set of 

users along with their expectations, and 

impacts of system use are understood and 

documented as appropriate. 

 The business purpose or context of use has 

been clearly defined, or in the case of 

assessing existing AI systems, re-evaluated. 

 The organization’s mission and relevant goals 

for the AI technology are understood. 

 Stakeholders are defined, a plan for continuous 

engagement/communication is developed, and 

outreach is conducted. 
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Category Subcategory 

 System requirements are elicited and 

understood from relevant stakeholders (e.g., 

“the system shall respect the privacy of its 

users”). 

 Design decisions take socio-technical 

implications into account for addressing AI 

risks. 

 Risk tolerances are determined. 

Classification of AI system is performed.  The specific task that the AI system will support 

is defined (e.g., recommendation, 

classification, etc.). 

 Considerations related to data collection and 

selection are identified (e.g., availability, 

representativeness, suitability). 

 Detailed information is provided about the 

operational context in which the AI system will 

be deployed (e.g., human-machine teaming, 

etc.) and how output will be utilized. 

AI capabilities, targeted usage, goals, and 

expected benefits and costs over status quo are 

understood. 

 Benefits of intended system behavior are 

examined. 

 Cost (monetary or otherwise) of errors or 

unintended system behavior is examined. 

 Targeted application scope is specified and 

narrowed to the extent possible based on 

established context and AI system 

classification. 

Risks and harms to individual, organizational, and 

societal perspectives are identified. 

 Potential business and societal (positive or 

adverse) impacts of technical and socio-

technical characteristics for potential users, 

organizations, or society as a whole are 

understood. 

 Potential harms of the AI system are elucidated 

along technical and socio-technical 

characteristics and aligned with guiding 

principles. 

 Likelihood of each harm is understood based 

on expected use, past uses of AI systems in 

similar contexts, public incident reports, or 

other data. 

 Benefits of the AI system outweigh the risks, 

and risks can be assessed and managed. This 

evaluation should be conducted by an 
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Category Subcategory 

independent third party or by an expert who did 

not serve as a front-line developer for the 

system, and who consults experts, 

stakeholders, and impacted communities. 

Measure: The measure function helps organizations determine the knowledge relevant to risks 

associated with the attributes of the AI RMF taxonomy, including the technical, socio-technical, and 

guiding principles. The measure function includes quantitative or qualitative assessment, analysis, and 

tracking risks and their impacts. The Practice Guide will include a companion document that describes 

practices related to measuring AI risk. 

One of the challenges for NIST is to operationalize risk. Currently, much of the measure function is 

information that we expect humans to know, and the challenge is removing the human from the system 

without materially increasing risk. Workshop panelists noted that one aspect of the measure feature 

arguably missing from the existing AI RMF is the need for organizations to create new metrics and new 

measures, noting how measurements are being developed with the technology itself. 

NIST has provided sample categories and subcategories for measuring risks: 

Category Subcategory 

Appropriate methods and metrics are identified and 

applied. 

 Elicited system requirements are analyzed. 

 Approaches and metrics for quantitative or 

qualitative measurement of the enumerated 

risks, including technical measures of 

performance for specific inferences, are 

identified and selected for implementation. 

 The appropriateness of metrics and 

effectiveness of existing controls are regularly 

assessed and updated. 

Systems are evaluated.  Accuracy, reliability, robustness, resilience (or 

ML security), explainability and interpretability, 

privacy, safety, bias, and other system 

performance or assurance criteria are 

measured, qualitatively or quantitatively. 

 Mechanisms for tracking identified risks over 

time are in place, particularly if potential risks 

are difficult to assess using currently available 

measurement techniques, or are not yet 

available. 

Feedback from appropriate experts and 

stakeholders is gathered and assessed.  

 Subject matter experts assist in measuring and 

validating whether the system is performing 

consistently with their intended use and as 

expected in the specific deployment setting. 

 Measurable performance improvements (e.g., 

participatory methods) based on consultations 

are identified. 
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Manage: The manage function addresses the risks that have been mapped and measured in order to 

maximize the benefits of AI systems and minimize any adverse impacts. One approach to risk 

management of AI systems is to deploy the system in its production environment, or “the wild.” This 

approach tacitly accepts the risks as initially tolerable, employing real-time testing or other controls, or, 

decommissioning the system entirely if the risks cannot be addressed. The Practice Guide will include a 

companion document to discuss practices related to AI risk management. 

NIST workshop panelists discussed the growing awareness that bias is not limited to modeling risk or the 

calculation of bias metrics, but may also exist in how AI systems are being used, designed, and deployed, 

including issues surrounding data quality. Considering that there are gaps and inconsistencies within data 

sets in every sector, it is unreasonable to expect that AI systems will be any different in this regard. 

Industry leaders also discussed implementing formal ethics review processes within organizations, which 

include developing AI ethics committees tasked with operationalizing the AI ethics practices and making 

review boards part of the software development lifecycle (i.e., ethics by design)  in order to ensure that 

design with inclusiveness is incorporated. 

The panelists raised other risk management issues to consider in developing an AI system, including (i) 

the concerns from the perspective of the individual whom the AI system will test or judge; (ii) the 

inequality of the data set as a feature rather than a bug of the system; (iii) limiting the scope of the 

decision-making authority ceded to AI systems. Each is an important consideration that could be the topic 

of its own conference, so we will not parse them in this memorandum.  

The participants also discussed how an organization might consider including a disengagement strategy 

as part of its risk management system, and emphasized the importance of assessing risk at each stage of 

system development and deployment. 

NIST has provided sample categories and subcategories for prioritizing the manage function: 

Category Subcategory 

Assessments of potential harms and results of 

analyses conducted via the map and measure 

functions are used to respond to and manage AI 

risks. 

 Assessment of whether the AI is the right tool 

to solve the given problem (e.g., if the system 

should be further developed or deployed). 

 Identified risks are prioritized based on their 

impact, likelihood, resources required to 

address them, and available methods to 

address them. 

 Responses to enumerated risks are identified 

and planned. Responses can include 

mitigating, transferring or sharing, avoiding, or 

accepting AI risks. 

Priority actions to maximize benefits and minimize 

harm are planned, prepared, implemented, and 

communicated to internal and external 

stakeholders, as appropriate (or required) and to 

the extent practicable. 

 Resources required to manage risks are taken 

into account, along with viable alternative 

systems, approaches, or methods, and the 

related reduction in the severity of impact or 

likelihood of each potential action. 
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Category Subcategory 

 Plans -- both performance and control-related -

- are in place to sustain the value of the AI 

system once deployed. 

 Mechanisms are in place and maintained to 

supersede, disengage, or deactivate existing 

applications of AI that demonstrate 

performance or outcomes that are inconsistent 

with their intended use. 

Responses to enumerated and measured risks are 

documented and monitored over time. 

 Plans related to post-deployment monitoring of 

the systems are implemented, including 

mechanisms for user feedback, appeal and 

override, decommissioning, incident response, 

and change management. 

 Measurable performance improvements (e.g., 

participatory methods) based on consultations 

are integrated into system updates. 

Govern: The govern function is intended to be incorporated with the other functions of the AI risk 

management process, especially those related to compliance or evaluation. Governance should be a 

continual and intrinsic requirement for effective AI risk management over an AI system’s lifespan. 

Governance provides a structure through which AI risk management functions can better align with 

organizational policies and strategic priorities, including those that do not directly relate to AI systems. 

The Practice Guide will include a companion document that will describe the practices related to 

governance of AI risk management. 

Generally, with the exception of consumer finance organizations, credit institutions, and other highly 

regulated areas, AI is used with little-to-no formal guidance by the government or industry leaders. The 

workshop highlighted the hazards of AI development and deployment in high-stakes areas such as 

banking, transportation, criminal justice and employment, in the event that well-developed formal 

guidance is absent.   

In order to establish and maintain robust governance, the workshop participants stressed the importance 

of regular system audits, and discussed how accountability can be a 360-degree concept: Top-down 

accountability provides resources and oversight, and bottom-up accountability can provide awareness 

and training of the systems. 

NIST has provided example categories and subcategories to incorporate the govern function: 

Category Subcategory 

Policies, processes, procedures, and practices 

across the organization related to the development, 

testing, deployment, use, and auditing of AI 

systems are in place, transparent, and 

implemented effectively 

 The risk management process and its 

outcomes are documented and traceable 

through transparent mechanisms, as 

appropriate and to the extent practicable. 

 Ongoing monitoring and periodic review of the 

risk management process and its outcomes are 

planned, with responsibilities clearly defined. 



Fried Frank Client Memorandum 

10 

Category Subcategory 

 Methods for ensuring all dimensions of 

trustworthy AI are embedded into policies, 

processes, and procedures. 

Accountability structures are in place to ensure that 

the appropriate teams and individuals are 

empowered, responsible, and trained for managing 

the risks of AI systems. 

 Roles and responsibilities and lines of 

communication related to identifying and 

addressing AI risks are clear to individuals and 

teams throughout the organization. 

 The organization’s personnel and partners are 

provided AI risk management awareness 

education and training to enable them to 

perform their duties and responsibilities 

consistent with related policies, procedures, 

and agreements. 

 Executive leadership of the organization takes 

ultimate responsibility for decisions about AI 

system development and deployment. 

Workforce diversity, equity, and inclusion 

processes are prioritized. 

 Decision-making throughout the AI lifecycle is 

informed by a demographically and 

disciplinarily-diverse team, including internal 

and external personnel. Specifically, teams that 

are directly engaged in identifying design 

considerations and risks include a diversity of 

experience, expertise, and backgrounds to 

ensure AI systems meet requirements beyond 

a narrow subset of users. 

Teams are committed to a culture that considers 

and communicates risk. 

 Teams are encouraged to consider and 

document the impacts of the technology they 

design, and to develop and communicate about 

these impacts more broadly. 

 Organizational practices are in place to ensure 

that teams actively challenge and question 

steps in the design and development of AI 

systems in order to minimize harmful impacts. 

Processes are in place to ensure that diversity, 

equity, inclusion, accessibility, and cultural 

considerations from potentially impacted individuals 

and communities are fully taken into account. 

 Organizational policies and practices are in 

place that prioritize the consideration and 

adjudication of external stakeholder feedback 

regarding the potential individual and societal 

harms posed by AI system deployment. 

 Processes are in place to empower teams to 

make decisions about if and how to develop 

and deploy AI systems based on these 

considerations, and that define periodic 

reviews of their impacts, including potential 

harm. 
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Category Subcategory 

Clear policies and procedures are in place to 

address AI risks arising from supply chain issues, 

including third-party software and data. 

 Policies and procedures include guidelines for 

ensuring supply chain and partner involvement 

and expectations regarding the value and 

trustworthiness of third-party data or AI 

systems. 

 Contingency processes are in place to address 

potential issues with third-party data or AI 

systems. 

COMMENT PERIOD 

NIST is seeking feedback from industry members and users on the draft of the AI RMF until April 29, 

2022. Comments on this initial draft should be sent via email to AIframework@nist.gov. 

NIST is particularly interested in feedback on the following topics: 

 Does the AI RMF appropriately cover and address AI risks, including with the right level of 

specificity for various use cases? 

 Is the AI RMF flexible enough to serve as a continuing resource, considering the evolving 

technology and standards landscape? 

 Does the AI RMF enable decisions about how organizations can increase the understanding of, 

communication about, and efforts to manage AI risks? 

 Are the functions, categories, and subcategories complete, appropriate, and clearly stated? 

 Is the AI RMF in alignment with, or adequately leveraging, other frameworks and standards, such 

as those developed or being developed by IEEE or ISO/IEC SC42? 

 Is the AI RMF in alignment with existing practices or broader risk management practices? 

 What is missing from the AI RMF?5 

 Is the proposed draft companion document citing AI risk management practices useful as a 

complementary resource? If so, what practices or standards should be included? 

* * * 

                                                      

5 NIST notes the “Implementation Tiers” that are discussed in the December 2021 Concept Paper are not included 

in this AI RMF draft; however, NIST is seeking comments on the Implementation Tiers to the extent stakeholders 

consider them to be helpful for the AI RMF. 

mailto:AIframework@nist.gov
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To the extent you would like to comment on the draft AI RMF, evaluate your approach to AI governance, 

or generally learn more about the implementation of AI in your organization, we may be reached at the 

contacts below. 
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Michael A. Kleinman  

Katelyn E. James 

This memorandum is not intended to provide legal advice, and no legal or business decision should be 

based on its contents. If you have any questions about the contents of this memorandum, please call your 
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